
Optimistic Fault Tolerance

Abstract
Traditionally, fault tolerance has been considered a pivotal com-
ponent of system design. However, as modern commodity hard-
ware becomes increasingly reliable, building dedicated fault toler-
ance systems becomes unnecessary. Therefore, while in this paper
we propose nothing novel and make no technical contributions, we
nevertheless identify a unique approach to fault tolerance, which
we dub optimistic fault tolerance. We implement optimistic fault
tolerance, or OFT, as a framework implemented as a C library
which supports seamless interoperability with any large scale sys-
tem. We provide a survey of real systems that demonstrates the rar-
ity of system failure, and additionally show through benchmarks
and simulation that across numerous workloads, our framework
provides tolerance in the face of rare arbitrary failures.

1. Introduction
Do. Or do not. There is no try. –Yoda

Contemporary systems are often built from numerous disjoint com-
ponents wherein each component is prone to failure. These com-
ponents may be routers in a geographically distributed network,
machines in a data center, disks in RAID cluster, or even cores or
threads in a CPU. Systems designers often seek two key proper-
ties in such systems: liveness, which gaurantees that the system is
still reachable to clients even if some components fail, and safety,
which gaurantees that the system will produce a “correct” result.

Systems today can exploit a variety of methodologies to gauran-
tee both liveness and safety to varying degrees; systems that pro-
vide such gaurantees are considered fault tolerant, in that they are
capable of tolerating failures of some of their components. Unfor-
tunately, all the existing methodologies we surveyed suffer from a
number of problems. First, the protocols that provide fault toler-
ance are often complex and difficult to understand; as an example,
several papers exist soley to clarify how the the Paxos consensus
protocol [10] functions.

Second, all fault tolerance mechanisms degrade system perfor-
mance. Fault tolerance techniques in use today invariably use one
of three approaches, as outlined in Table 1. We consider the re-
quired performance overheads to be intolerable.
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Approach Incurs Runtime Overhead?
Active:Active Yes

No Replay Yes
Replay-Based Yes

Optimistic No

Table 1. An overview of existing fault tolerance paradigms. “Ac-
tive:Active” approaches maintain two systems to which all inputs
are sent (only one output is used). No-Replay systems use check-
pointing and buffering. Replay-Based systems combine check-
pointing with input logging; inputs are replayed upon failure to
recreate state. The optimistic approach uses neither active backups,
checkpointing, nor replay; it assumes that the system will not fail
and empowers users to cope with system failure.

Finally, fault tolerance mechanisms today are pessimistic; that
is, they assume distributed systems are prone to failure. In contrast,
we observe the unimpeachable success of the Internet — a system
specifically designed to simply hope for the best [3] — and are
inspired to follow a similarly optimistic model. We present a com-
parision of traditional pessimistic approaches with our optimistic
approach in Table 2.

Crucially, existing works in fault tolerance study technical solu-
tions to component failure. However, these pessimistic approaches
fundamentally require both crippling (i.e., nonzero) performance
overhead and engineering effort. In contrast, our approach uti-
lizes the heretofore overlooked human capital behind each sys-
tem. Barring a robot uprising, there will always exist humans be-
hind each system highly incentivized to run the system to produce
their desired result. By empowering and encouraging these humans,
or users, to manage failures in a running system, our approach
promises savings in both engineering and in runtime.

Therefore, we propose a new design and a corresponding frame-
work for fault tolerance dubbed Optimistic Fault Tolerance, in
which we take advantage of our observation that systems seldom
fail; in the rare case that a system does fail, our framework pro-
vides an efficient methodology for recovering from the failure with
no runtime cost and no engineering effort. Our design can be ap-
plied to all systems, from networks to data center clusters to pro-
grams dispatching multiple threads. Our system outperforms every
fault tolerance primitive surveyed, and, in simulations, shows an
unbounded improvement in convergence time for a network where
routers fail to fail.

Approach Pessimistic Optimistic
Runtime Overhead High Zero
Recovery Latency Low Depends

Optimism Low High
Correctness Yes Hopefully

Table 2. A summary of approaches to fault tolerance problems



The remainder of the paper is organized as follows. § 2 describes
the design of our system and framework, along with motivation and
intuition for why our methodology outperforms existing fault tol-
erance frameworks. § 3 describes libft, an open source library
implementing our framework. § 4 evaluates our work through ex-
perimentation and simulation. Finally, § 5 surveys related work in
the field and § 6 concludes.

2. Design
In this section we outline our model of the failures our system can
handle, and discuss our failure mitigation technique.

2.1 Failure Model
The key contribution of our work is an optimistic approach to fault
tolerance. That is, our system assumes that faults will seldom occur,
and tolerates them accordingly. We validate this assumption in §4.
We now discuss how our system reacts to faults in the system and
tolerates them with no runtime cost and negligible recovery cost.

2.2 Fault Toleration
In the rare case of a fault, our system generates a toleration report
(TR). The purpose of the TR is to empower the user to tolerate
the fault. The toleration report is created by the toleration context
(TC), which is initialized independently on each component of the
Tolerated System (TS); the initialization thus requires no synchro-
nization, and a failure at any point during the initialization should
be ignored. Since the TC is generated at boot time, a failure at this
point in the system is equivalent to the system not participating in
the system.

As long as any one component (the Toleration Quorum, or TQ)
remains accessible after the fault, the system will generate a TR for
the user. However, even if a TQ is not formed, the natural human
tendency to restart systems makes it likely that a TQ will be formed
at some point after the failure. At this point, an initialized TC can
generate a TR.

2.3 Toleration Report
We now detail the design of the Toleration Report, and describe
how the data in this report can be used to recover from failure for
any black-box distributed system.

The structure of the TR generated on the quorum is shown in
Table 3. Each report produces a system progress report, a motiva-
tional quotation, and an advice flag; these fields are described in
detail below.
System Progress Report. The toleration report records a system
progress report. In our implementation, a progress report is rep-
resented as one of the following human-readable strings: “Just
Started”, “Halfway”, or “Nearly Finished”. The system always se-
lects the third option, “Nearly Finished”, to include in the TR. This
is because social science research suggests [4] that “near misses”,
or occurrences where success was nearly achieved, make users
more likely to gamble on future attempts. As a result, informing
the user that the system nearly finished its task will increase their
motivation to re-attempt running it. Note that because the the last
option is always chosen regardless of the true progress the system
has made, code modifications to track system progress are not re-
quired. We include the other two values to create a framing effect

System Progress Report Motivational Quotation Advice
Just Started Dynamically generated FT DESIST

Halfway FT STRIVE
Nearly Finished

Table 3. TR fields and possible output values.

a. (Re)Start
System

b.
Experience

System
Fault

c. Give up

d. Succeed

Figure 1. The Run-Fault-Restart Loop (RFRL). A user enters the
loop by starting an application, or Fault Toleration Opportunity
(FTO). The user then oscillates for some time between states (a)
and (b) with encouragement from TRs. Optimistically, the user will
exit the RFRL into state (c) or (d).

for the “Nearly Finished” progress option, thus amplifying the feel
of a “near miss” for the user.
Motivational Quotation. The motivational quotation is the crux
of the toleration report. This quotation makes failures and faults
in the distributed system tolerable by giving the user courage to
succeed. The length and number of quotations produced per report
is a configurable parameter, and should be chosen depending on
the users of the system and the complexity of of the system itself.
We provide a taxonomy for how these parameters should be chosen
later in this section.
Advice Flag. The advice flag offers a possible avenue for handling
the fault. Available options are FT STRIVE, which suggests that
the user retry running the system, and FT DESIST, which advises
the user to give up while she still retains her sanity. When selecting
which advice to give, the TQ chooses arbitrarily, optimistically as-
suming that the chosen advice is correct. The FT DESIST option,
while seemingly a pessimistic piece of advice, is counterintuitively
based in the optimistic belief that the user has in fact been following
the given advice and re-running the TS. Moreover, at some point in
the Run-Fault-Restart Loop, described in Figure 1, user morale will
have diminished below the threshold that is within the TR’s ability
to replenish; to maintain morale we remind the user that failure re-
mains a viable option.

2.4 A Taxonomy for Toleration Report Parameters
Perhaps the most unintuitive component of the optimistic fault
tolerance design is how the motivation quotation and advice flag
work together to provide fault tolerance. To capture the effects
these two TR fields have, we must first understand how a user’s
tolerance is modeled by the system.

A user’s tolerance τ , along with the number of quotation
needed, can be found as follows.

1. Wait until the user or maintainer of the system is sitting some-
where quietly.

2. Begin monitoring the user’s blood pressure (make sure the user
consents to having her blood pressure monitored).

3. Once the user is initialized, refer to [13]. Press the “play”
button. Make sure that the volume of the ensuing video is at
a level that is slightly uncomfortable for the conductor of the
experiment. We model this level is as ε, the Acoustic Annoyance
Threshold Difference. Empirically we have found this value to
be negligible, with |ε| ≤ 10−10. However, keeping this value in
mind is essential to understanding the tolerance analysis of the
design.

4. Loop the song three times. Record blood pressure for every
500ms, across all three repetitions of the song. The resulting



function, which maps timestep to blood pressure, is the toler-
ance function T (n). It can be modeled as follows:

T (n) =
1

3

3∑
r=1

bp(0.5n)

where bp(t) is the blood pressure at time t seconds and r is the
repetition number.

5. Take the Discrete Time Fourier Transform of the tolerance
equation:

X(ω) =

∞∑
n=−∞

T (n)e−iωn (1)

6. The tolerance τ can be found by solving the least squares prob-
lem to find the optimal gain factor that matches the DTFT from
the previous step to the DTFT of [13]. This can be represented
as follows:

τ = argmin||τX(ω)−G(ω)||22 (2)

where G(ω) is the DTFT of the referred temporal signal.

The advice flag adds a constant tolerance: 3. The motivational
quotation adds tolerance equal to the number of characters in the
quotation, mod 23. Adding more quotations increases tolerance
linearly. To find the number of quotations to use:

γ =

N∑
n=0

τn (3)

N is the number of users, and τn is the tolerance of user n.
Choose enough quotations so the total number of characters in each
quotation mod 23 is greater than γ.

The derivation of Equation 3 is left as an excercise to the reader.

3. Implementation
We have implemented optimistic fault tolerance as a dynamically
linked C library for OS X and Linux. The library has no external
dependencies and can be linked into existing codebases readily. We
now describe the implementation of our library and its API in some
detail.

The only publicly exposed call into the library is

tolerate_faults(unsigned c)

This call is generally inserted at the top of the program entry point
(e.g.as the first call in main in a typical C or C++ program). The
parameter c signifies the number of motivational quotation char-
acters to generate for the program; we expose c as the parame-
ter instead of the quotations themselves because the length of each
quotation the system may use is opaque to the caller, and the tol-
erance τ is measured through characters and not quotations. While
this value can be computed at runtime depending on system pa-
rameters, doing so makes the instruction stream preceding the call
to tolerate faults intolerable, since a toleration report will
not have been generate to handle crashes. It is thus important to en-
sure that any code preceding the API call be safe. We optimistically
assume this to be the case.

Our prototype implementation depends on the existance of a se-
rial console or underlying filesystem that the binary has permission
to write to; this is necessary so the toleration report can be written
and retrieved by the user. Most systems will meet this requirement,
and provide at least some hook for binaries to write to stable storage
for logging purposes or otherwise.

Calling the tolerate faults function first creates a quo-
tation buffer, where quotations of length totaling c characters are
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Figure 2. Number of failures in a variety of commonly used dis-
tributed systems running for 10 seconds.

included in the toleration report at random. Values greater than c
are never chosen, in case this parameter was tuned to optimize disk
space or memory usage. Choosing quotations thus reduces into the
NP-hard Knapsack problem (where quotations are objects and the
capacity of the “knapsack” is c, which we use as the length of the
buffer). The knapsack problem can be greedily approximated to at
least c/2 (i.e.the algorithm will produce a value of at least c/2).
Users of our library should keep this bound in mind when choosing
a value for c, which in turn will depend on the tolerance τ (ex-
plained in § 2).

Once the quotation buffer is initialized with the chosen quota-
tions, an advice flag and system progress report are chosen. Our
implementation chooses “Nearly Finished” as the system progress
report regardless of true system progress, as described in § 2. We
choose the advice flag at random to move the user through the
RFRL a random number of times.

Once these values are chosen, they are serialized into human-
readable strings and written to a file on the host filesystem. This file
can then be recovered in the case of a fault. Note that this process
happens on each node in the distributed system indepedently, so a
crash on one node does not preclude retrieving a report from some
other node. We evaluate the latency and bandwidth of our system
in § 4.

We have tested our work on a 50 GHz RISC CPU, but believe
our methodology is applicable to other microarchitectures as well.
To prove this point, we developed a high level design for a novel
CPU instruction dubbed MKFLTTOLRPT for more complex archi-
tectures. The instruction effectively simulates our C library by gen-
erating a single fault tolerance report on a single machine. On our
RISC CPU, we can simulate this instruction in a mere 2.1 million
cycles; this relatively small number means that our instruction is a
fair candidate for integration into real into hardware.

4. Evaluation
We evaluate the optimistic fault tolerance paradigms among a num-
ber of axes. First, we show through simulation that in commonly
used systems, failures are infrequent enough to make optimism a
viable strategy. Second, we show the effect the toleration report
has on fault tolerance, again through simulation. Finally, we evalu-
ate the overhead the generation of a toleration report adds to a real
system, and in particular show that this overhead is negligible for
distributed systems that operate at the very least at scales of hun-
dreds of microseconds.

Our host system consists of a 50 GHz 5-stage RISC pipeline.
A die photo is shown in Fig. 4. The detailed microarchitecture that
we “obtained” from the manufacturer is shown in Fig. 5. While we
evaluate our work on a non-conventional microarchitecture (simu-
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Figure 3. System progress over time. As the system fails, tolerance
fails without the OFT framework. When using OFT, the toleration
report keeps user tolerance to failure stable.

lating x86 instructions here), we believe that our work is extensible
to any microarchitecture with minor changes. In fact, for microar-
chitectures that support more complex instruction types, we have
proposed a novel instruction, MKFLTTOLRPT, which generates the
toleration report using a single logical CPU instruction.

4.1 Failures
We have implemented a system simulator that shows exactly what
we want it to: that faults in real systems are rare. Our simulator
can simulate any distributed program efficiently, and is written in
two lines of Python. Figure 2 shows our results. After running a
number of highly complex distributed applications for 10 seconds
(a hefty amount of time on modern CPUs: this amounts to roughly
310 cycles on a single core, which provides ample opportunity for
failure), we see that none of the applications fail even one time.
Thus we conclude that failures are rare and using an optimistic
approach to handle them if they do occur is sound science.

4.2 Failure Tolerance
While the key underlying tenant of this work is that fault occur
rarely, if at all, the ability to failures when they do happen remains
critical. We thus measure the tolerance of a user toward the failure
of a simulated system. In the simulation, a network simualates the
failure of a node after making some progress downloading a file;
a second failure occurs some time after the first. We monitor the
adminstrator’s happiness as these failures occur, and use their hap-
piness as a concrete measure of tolerance. Happiness is measured
by the number of times the adminstrator’s eye twitches over the
course of the simulation.

Figure 3 shows the results of our simulation. The blue line tracks
system progress, modelled loosely as a sine function here, and the
other two lines show tolerance with and without generating the
OFT fault tolerance report.

The results here are stark; without the tolerance report, each
point at which the system makes negative progress (e.g., failing to
download a file and having to restart) causes a significant drop in
tolerance. On the other hand, our tolerance report scheme provides
enough encouragement for the user that the tolerance remains fairly
constant throughout the experiment. Noise in the tolerance, present
in both graphs, is attributed here to the fickle nature of ordinary
human behavior.

5. Related Work
Fault tolerance is a storied field with a rich history of prior work.
We categorize works into pessimistic approaches and optimistic

Figure 4. A Die Photo of our Host CPU [6]

Figure 5. Our Host CPU Microarchitecture [2]

Figure 6. Moore’s Law [14]

approaches, but first look at general trends in computing that we
consider related work.

5.1 Moore’s Law and Computers
Moore’s Law is shown in Fig. 6. We take advantage of Moore’s
Law to build OFT; in fact, without the scaling effects of Moore’s
Law over the last few decades, we may not have had the time



and patience to build the LaTeX file holding this paper as many
times we did; indeed, without Moore’s Law, this work would not
have existed. Now with Moore’s Law ending, the optimism in OFT
becomes even more important because the future of computing
becomes increasingly unclear, albeit exciting.

5.2 Pessimistic Fault Tolerance
Pessimistic fault tolerance systems, surveyed in [8], attempt to re-
cover from failures the system experiences. In exchange, they re-
quire some nonzero performance penalties, ranging from dozens of
microseconds in specialized scenarios [15] to hundreds of millisec-
onds for generic snapshot-based approaches [5, 7, 11]. For a survey
of further work we refer the reader to [1].

5.3 Optimistic Fault Tolerance
To our knowledge, ours is the first study of optimistic fault toler-
ance in distributed systems. Other works in medicine have stud-
ied [9, 12] the effects of encouragement on human performance for
common tasks and found a positive correlation between encourage-
ment and performance.

6. Conclusion and Future Work
This work is, to the best of our knowledge, the only work thus far
in optimistic fault tolerance. Our more convenient failure model
enables a zero-overhead approach to fault tolerance with zero re-
covery delay. We further propose the novel approach of tolerat-
ing rare failures by boosting user morale whereas traditional pes-
simistic approaches attempt to solve the problem from a technical
perspective. This approach not only adversely affects performance
but also requires significant engineering effort. In contrast, our ap-
proach uniquely considers the humans behind running systems. By
enabling users to cope with system failure through encouragement,
we obviate the need for runtime performance degradation.

In the future, we expect optimistic approaches to fault tolerance
to become a cruicial part of the fault tolerance toolkit. Further
work is necessary to determine how many faults users will tolerate
before reaching the dejection point, and to determine the minimum
amount of technical fault tolerance necessary to assure that users
never reach the dejection point.

To conclude, we would like to point out that the arguments,
conclusions, experiments, and general idea of this paper are not
necessarily (or ever) the ideas held by any of the authors, in part
or otherwise. With that said, we could all benefit from being more
optimistic, whether it comes to our systems not failing or anything
else. Optimism may at times stem from idealism, but it is idealism
that produces truly great science, whether the manifestation of the
idea one chases often so haphazardly is to put a man on the moon or
aiming to go to Mars, building a complex new computer system or
designing a bold new algorithm, or even discovering or challenging
a fundamental truth about the world we live in.
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